HTO Yy HEWN BHYTPU.
3a4YeM 1 Kak
NHTepnpeTnpoBaTb ML-Mooenv

Amutpun Konopeses, OO0 lNMpoMmcodT
«CeMmuHap HeBo3Mo)XHoro», 2021.09.23




* MawwnHHOe oby4yeHne — OHO Be3e

* YT0 3TO, KCTATKH, Takoe

 Kak 0ennTb BbIUTPbIL B KapThbl

* Yem HoJiblLLE OTYETOB, TEM XYXE
* KaK NMOHATb HENPOHHYIO CETb

* [ e NHTepecHO

* Kak bbITb



/ICTOpWA BOMPOCa

— BoT, n3sonnte BnaeTb, Tak Ha3blBaeMas
IBPUNUCTUNHECKAA MalllNHA, — CKa3aJl CTapPpUn4oK.

— TOYHbIN 2N1IEKTPOHHO-MexaHn4yeckmnm npndbop
0J19 OTBeYaHU4d Ha itobble BONPOChI, @ UMEHHO
Ha Hay4YHblE N XO3ANCTBEHHbIE.

A.b. Ctpyraukune, «Ckaska o Tpouke»



OCTOPOXXHO, POOOTHI!




OCTOPOXHO, IO 4N




eXplainable Al

= We are entering a new
age of Al applications

+ Machine learning is the
core technology

+ Machine learning models
are opague, non-
intuitive, and difficult for

people to understand

DoD and non-DoD
Applications
Transportation

Security
Medicine
Finance

Legal
Military

« Why did you do that?

« Why not something else?
« When do you succeed?

« When do you fail?

= When can I truskt you?

« How do I correct an error?

Explainable Artificial Intelligence (XAl)


https://www.darpa.mil/program/explainable-artificial-intelligence

P

aTW 4YTO Takoe ML?

Machine learning is the science of getting

computers to act without being explicitly
programmed *

Software 2.0 is code written by the optimization
based on an evaluation criterion (such as
“classify this training data correctly”) *

MaLwunHHoe oby4deHue -
aBTOMaTU3NPOBaHHOE NoCcTpoeHne yagobHonm
HaM MPOEKLNN NPU3HAKOBOIro NMPOCTPaHCTBA
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https://www.coursera.org/learn/machine-learning
https://karpathy.medium.com/software-2-0-a64152b37c35

JINHEeNHO pa3nensan 1 B.

4 * 3T0 yaobHoe
NPOCTPaHCTBO

* JINHEeNHO pa3sgenmnmmoe

* YyTOK NOBEpHYTH,
COBUHYTbL, COOWNTb

* 1 BOOOLLE ByOeT OroHb




Kernel Trick

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/

* CKOMIbKO HU KpYyTW

A paBaunTe nepengem B
NOJIAPHbI



http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/

A 4YTO eCnu

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/ 1 O


http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/

1a9HM cnbHee

* Pybun 4yepes y3en

* HEMPOHKIN TaK U
oenatoT

* [To4TWN pasgesimmo

* KOMY-TO He
MoBe3J10

* [lna npakKTuUkKu
0OCTaTO4YHO

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/ 1 1


http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/

TaHeMm DYyDOTMKW HAOLLYMb

model loss
— frain
— tpst
3.0 A
25 -
8 20
15 -
10
0 20 40 60 80 100
epoch
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KaK-MonaJlo-npoeKLnd

Weighted Sums of Random Kitchen Sinks: Replacing
minimization with randomization in learning

Ali Rahimi Benjamin Recht
Intel Research Berkeley Caltech IST
Berkeley, CA Pasadena, CA
Abstract

Randomized neural networks are immortalized in this well-known Al Koan:

In the days when Sussman was a nevice, Minsky once came to fiim as fie saf
hacking at the PDP-6.

“What are vew doing?" asked Minsky, "I am training o randomily wired
newral net fo play tic-tac-foe,” Sussman replied. “Why is the net wired ran-
domiy?” asked Minsky, Sussman replied, “1 do net want it to have any precon-
ceplions of how o play.”

Minsky then shut his eves. “Why do vou close vour eves?” Sussman asked
his teacher “So that the room will be empry” replied Minsky. At that moment,
Sussman was enlightened.

We analyze shallow random networks with the help of concentration of measure
inequalities. Specifically. we consider architectures that compute a weighted sum
of their inputs after passing them through a bank of arbitrary randomized nonlin-
earities. We identify conditions under which these networks exhibit good classi-
fication performance, and bound their test error in terms of the size of the dataset
and the number of random nonlinearities.

https://www.youtube.com/watch?v=x7psGHgatGM
https://people.eecs.berkeley.edu/~brecht/papers/08.rah.rec.nips.pdf

THIS 15 YOUR MACHINE LEARNING SYSTETM?

YUP! YOU POUR THE DATA INTO THIS BIG
PILE OF UNEAR ALGEBRA, THEN COLLECT
THE ANSWERS ON THE OTHER SIDE.

WHAT IF THE ANSLERS ARE LURONG? J

JUST STIR THE PILE UNTIL
THEY START [OOKING RIGHT.

13


https://people.eecs.berkeley.edu/~brecht/papers/08.rah.rec.nips.pdf
https://www.youtube.com/watch?v=x7psGHgatGM

/la He yracHeT NNaM4

Artyom Palvelev 13 days azc

TyT npomzowen Habpoc oT 5 . 4TO B 00LLEM-TO BCE TO Me, 4TO MOTYT AeNaTh TPaHCDOopPMEpP], MOMHO 0enaTh M De3 H1ux

npocto Ha MLP: https:/arxiv.org/abs/2105.08050 MNony4ynnock Ha sentiment classification npumepHo Ha ypoene BERT, a Ha
ImageNet (Ha NnocNefoBaTENEHOCTAX M3 KYCOYMKOR KAPTHHOK) YTO-TO Ha ypoeHe DeiT.

E arXiv.org
Pay Attention to MLPs

Transformers have become one of the most important architectural

innovations in deep learning and have enabled many breakthroughs over = I‘Xl‘lu"
the past few years. Here we propose a simple network...

O B+ a0z @
11 more replies
bonlime 12 days ago

cneaywui Habpoc nocne atoro, 4yto naxe MLP He HyxeH u nioboe cMelwveaHne duyer B spatial npocTpaHcTee paboTaeT.

FMet: Mixing Tokens with Fourier Transforms aeTopbl TYT MCNONL3YOT FOurier, HO ¥ HUX eCTh M IKCNePUMEHTLI CO CNYYaUHOW
MaTpHLUEH, KOTOpaa Toxe paboTaeT

https://arxiv.org/abs/2105.08050 https://arxiv.org/abs/2105.03824

14


https://arxiv.org/abs/2105.08050
https://arxiv.org/abs/2105.03824

KAaK B XXWN3HW?

* [Mnote3sa o MHOroobpas3nmn

» https://deepai.org/machine-learning-glossary-and-
terms/manifold-hypothesis

* http://www.mit.edu/~mitter/publications/
121 Testing Manifold.pdf

15



[ 1MM0TEe3a 0 MHOTr00bpa3unn

Height vs age in months in children

Height (centimeters)

~ ~ oo oo co
(8D Qo = M P
&

&

&

2
B

~J
~

17 19 21 23 by 21 29
Age (Months)

https://www.datacamp.com/community/tutorials/linear-regression-R

31
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https://www.datacamp.com/community/tutorials/linear-regression-R

ML-anropnTMbl CTPOAT NPOEKUUNN:

* beCKOHTPOJIbHO

* YOOoOHblIE M

* Henorm4Helie

* HennmHeunHsble

* HeMbiCIMble

* TexHNn4YeCckKn Npm 3TOM HUKAKOWN Marmm HeT

17
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https://www.arxiv-vanity.com/papers/1606.00373/



OpenAl Microscope

i Microscope

Models

VGG 19
Inception v3
Inception v4

ResMNet v2 50

IP Resnet 101
CLIP Resnet 50

CLIP Resnet 50 16x

ResNet v2 50

predictions/Softmax
: logits/Conv2D
) blockd/unit_3/add

block4/unit_3/conv2...

unit_1/add

/unit_6/add

funit_5/add

Junit_4/add

Junit_3/add

| block3/unit_1/add

block4/unit_3/conv2/Relu

Type: Relu
Channels: 512
Convolution: [3,3]

Technique

Feature Visualization
DeepDream

Dataset Samples
Caricature

Text Feature Visualization

An artificial, optimized image that
ivations of the
unit. Read more.

Params

Optimization Objective
channel
neuron

View

Image Size
E————:
Resize Behavior

Crop image
Scale image

-

"

Unit17 1

Unit 26

i

Unit 31

MODELS

ABOU




[lpobiemMa He B MOOEeNIdax

https://openai.com/blog/microscope/

buriy 1 vear age
3TO HAA0 ToiaTEEAHHe NOKAZLIBATE TEM AOOAM, YTO YTEEDHOAKOT, 4TO HEMPOCETH -- YEPHLIA ALLMK, He
MHTEPNPETUPYEMEI, MT.

buriy 1 year ago

(HEMpOCETH KOHEYHO NN0X0 MHTEPNPETHPYEMB], HO MO COBCEM ADYTHMM MPHMHYMHAM -- ¥ HAaC MO3TM CAMLLKOM ManeHbEMM,

4YTODbI NPHUHATE aXe YaCTh MHTEPNPETAUMH YY3¥OH HEMPOCETH, TAK YTO HYHHO NPUMEHATE CNelManbHBIe aNTOpHTMEI,
4yTODObl CHU3WMTE paiMep A0 pazmMepa Mo3ra obeIBaTenA: TepMKMHel NoAodpaTe HaMbDoNee 3HaKOMbIe, GaKTOPELI OCTABMTh
TONBKD CAMBIE KNHMYEeBLIE...) (edited)

" -4
I"-l+_la-"'| G’

d_key 1vearazo

CTporo roBopsA, 3TH KADTHHKW He O8NakoT NPeqMKT AaHHEIX ceTel Bonee uHTepnpeTHpyeMbiM. OH CHOpee NoMoraeT
MOHATE KaK OHW paboTaloT B UeNOM, HO Ha BOMPOC - YTO HYXHO NPOMEHATE B 3TOH KOHKPETHOW cobake, yTobel oHa Beina
KOLUKOIA? nodemy 3To cobBaka, a He KOLWKa? Yem 3Ta cobaKka Tak OTNMY3ETCA OT APYIMX coBakK, YTO ee CHWMTAKT 33 KOLKY -
KADTUHKW HE OTBEYAKOT. A MHTEPNPETHUPYEMOCTE NP0 3TO TOME

d_key 1vearazo
TOT e camblid shap uau lime wnw Grad-Cam pacTt oTEET Ha 3THM BONPOCkI



HO npobieMa ecThb

* PaspaboTymK. MNMNoackasku:
- [Moyemy oOHa 3pecb owmnbnacek?
- Kakue npumMepbl Hay4dnam ee njoxomy?
* [lonb30oBaTeNb. [lpegcka3lyemMocCTb:
- Yero ot Hee XXOaTb?
- ['paHuUbl TIPUMEHNMOCTIN?
* CnepoBaTtenb. CooTBeTCcTBME TPpeboOBaHUAM:

- [loyemMy oHa caenana 3TO?
- KTO 3a 3TO OTBETUT?



BO3IMO)XHO /11 3TO?

— «Y MeHe BHYTpe... IM... He... HeOHKa»

— BHYTpe cmMmoTpuTe,
roe y Hee aHa/lm3aTop U oyMmaTessb..

A.b. Ctpyraukue, «Cka3ka o Tponke»
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B

Model

simplification model

Feature
relevance

— 1
W= gouy
x;: input instance

x™)

https://arxiv.org/abs/1910.10045

52

%

o
/

"Explanatory exampl

- X4 S Ya
-Xp+UB
- Xo & yo

r
for the model:”
:_P

|

Busyanmsauuns
YnpoLweHne

JlIokanbHble 06BbACHEHUS
Ba>XHOCTb NMPU3HaAKOB
Ob6bACHEeHMe Ha NnpuMepax

TekcToBbIe 0OBACHEHNA

a ewle
BansHue obyyvatowmx npumepos

[(pac B3anMmoaencTBeuns
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https://arxiv.org/abs/1910.10045

BapUaHTh

 CypporaTtHble Mogenwu
- Shap, Grad-CAM
* bnnmxanwmne coceau
* [IpOTOTUNBI N KPUTUKI
- MMD-critic, 06blYHO BPYYHYIO
* Akop4
- Alibi
* ThiCAYU UX

24


https://github.com/slundberg/shap
https://github.com/jacobgil/pytorch-grad-cam
https://proceedings.neurips.cc/paper/2016/file/5680522b8e2bb01943234bce7bf84534-Paper.pdf
https://github.com/SeldonIO/alibi

Shapley Values

https://clearcode.cc/blog/game-theory-attribution/

25


https://clearcode.cc/blog/game-theory-attribution/

Shapley Values

https://clearcode.cc/blog/game-theory-attribution/
26


https://clearcode.cc/blog/game-theory-attribution/

Shapley Values

e OUEeHUM, HAaCKOJIbKO BbINTpbill 0bycnoBneH
y4aCTUEM TOro UJinm MHOIo UrPOKaA

* (4404+4+4+4+3)/6 ~ 3,16 nonga urpoka A
e (/+7+104+3+9+10) /6 ~ 7,66 nona urpoka B
* (84+12+5+124+6+6)/6 ~ 8,16 pona nrpoka C

https://clearcode.cc/blog/game-theory-attribution/
27


https://clearcode.cc/blog/game-theory-attribution/

[ IDWN3HAKWM KaK NTPOKW

Qutput =04

Age=65 —

Sex=F —
BP =180 —
BMI=40 —

Base rate = 0.1

https://github.com/slundberg/shap

Explanation

QOutput =0.4
1
Age = 65
Sex=F
1] BP = 180
[+ BMI = 40

Base rate = 0.1


https://github.com/slundberg/shap

Ber o

flx) = 24.019
0.538 = NOX
1 — RAD ~0.49 .
296 = TAX ~0.47 .
0.006 = CRIM ~0.43 .
4.09 = DIS ~0.41 .
15.3 = PTRATIO ' +0.26
652 = AGE . +0.19
4 other features —-0.04 ‘
19 20 21 22 23 24

E[AX)] =22.533

https://github.com/slundberg/shap
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https://github.com/slundberg/shap

Force plot

higher & lower

base value model output

14.34 16.34 18.34 20.34 22.34 2441 26.34 28.34 30.34
PTRATIO = 15.3 ‘ LSTAT = 4.98 RM =6.575 ' NOX = Om RAD = 1

https://github.com/slundberg/shap

30


https://github.com/slundberg/shap

SHAP UV CTPYKTYpPa AaHHbIX

sample order by similarity =

0 20 40 60 80 100 120 140 160 180 200 220 240 260 280

47.34
42.34
37.34
32.34
27.34
2234 NE

17.34

model output

12.34

7.34 -

https://github.com/slundberg/shap
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https://github.com/slundberg/shap

SHAP — rnobanbHbIN

High
=1 LSTAT
e - RM
CRIM CRIM
NOX NOX
DIS e DIS
PTRATIO R%IO
B g B
TAX %Ax
AGE AGE
INDUS INDUS
RAD RAD
ZN ZN
CHAS CHAS

-8 6 -4 -2 0 2 4 6 8 o0 0.5 1.0 1.5 2.0 2.5
SHAP value (impact on model output) mean(|SHAP value|) (average impact on model output magnitude)

https://github.com/slundberg/shap
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https://github.com/slundberg/shap

https://arxiv.org/pdf/2002.11097.pdf
Problems with Shapley-value-based explanations

as feature importance measures

https://papers.nips.cc/paper/2020/file/0d770c496aa3dabd2c3f2bd19e7b9d6b-Paper.pdf
Asymmetric Shapley values

https://papers.nips.cc/paper/2020/file/32e54441e6382a7fbacbbbaf3c450059-Paper.pdf
Causal Shapley Values

33


https://arxiv.org/pdf/2002.11097.pdf
https://papers.nips.cc/paper/2020/file/0d770c496aa3da6d2c3f2bd19e7b9d6b-Paper.pdf
https://papers.nips.cc/paper/2020/file/32e54441e6382a7fbacbbbaf3c450059-Paper.pdf

SHAP — BAnaQLLINE TOYKW

dowitcher red-backed sandpiper

meerkat mongoose

- ;

e emew e, , T N

—0.006 —0.004 —-0.002 0.000 0.002 0.004 0.006
SHAP value
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Sallency map

* [loocBeTUM TOYKMU
rpagneHToMm

e MO)XHO HAMTOXWUTb
MaCKy Ha ncxogHoe
n3obpaxeHune

* Ha 4yTto obpaTtunna
BHMMaHue != Yem
PYKOBOACTBOBasacChb

https://arxiv.org/abs/1312.6034 http://www.scholarpedia.org/article/Saliency _map 35


https://arxiv.org/abs/1312.6034
http://www.scholarpedia.org/article/Saliency_map

Sallency map

https://arxiv.org/pdf/2002.00772.pdf

di

Figure 2: Example of a saliency map explanation of a True
Positive (TP) image for the label “train”. It highlights the
contours of the lines below the train. A possible interpreta-
tion is that the CNN has learned to recognise trains when
rails are present.

. by the CNN. Our results indicate that when saliency maps were

available, participants answered correctly more frequently than
when they were absent (60.7% vs. 55.1%, p = 0.045). However, the
overall performance was generally low even with the presence of

- saliency maps.

Our data indicates that saliency maps influenced people to notice
saliency-maps-features. However, it is unclear if such explanation
draw them away from considering other attributes that are usually
not highlighted by saliency maps.

Figure 3: Example of a saliency map explanation of a False
Positive (FP) image for the label “train”. A possible inter-

~ pretation is that edges in the lower part appeared similar to

rails, which could explain this error.
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https://arxiv.org/pdf/2002.00772.pdf

Grag-CAM

Guided Backpropagation

Rectified Conv FC Layer
Guided Backpropagation Feature Maps Activations

Guided Grad-CAM

Cc | Tiger Cat

Grad-CAM

y
http://gradcam.cloudcv.org/

37


http://gradcam.cloudcv.org/

Grad-CAM

Resnet50:

Category Image GradCAM AblationCAM ScoreCAM

Dog

Cat

https://github.com/jacobgil/pytorch-grad-cam
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https://github.com/jacobgil/pytorch-grad-cam

JIvlb Obl TPAMUK KPaCKBbI

* Y Hac bbin gaTtacer
* [la4yka rpaumkos

* 11 naTacaTtaHUCTOB
- SHAP

- GAM

CHI 2020 Paper

CHI 2020, April 25-30, 2020, Honolulu, HI, USA

Interpreting Interpretability: Understanding Data Scientists’
Use of Interpretability Tools for Machine Learning

Harmanpreet Kaur', Harsha Nori®, Samuel Jenkins®,
Rich Caruana®, Hanna Wallach®, Jemnifer Wortman Vaughan®

"University of Michigan, *Microsoft Research
harmank @umich.edu, [hanor sajenkinrcarnana, wallach jenn ] @microsoft.com

ABSTRACT

Machine keaming (ML) models are now rowtinely deployad
in domains ranging from criminal justice to healthcare. Wit
this me whiound ubiguity, ML has moved beyond academia and
grown into an eng incering discipline. To that end, intenpretabil-
ity tooks have boen designed to help data scientists and ma-
chine leaming practitioners better und erstand how ML mode]s
waork, However, there las been littke evaluation of the extent
to which these tonls achieve this goal. We study data scien-
tists” use of tw o existing interpretability tools, the InterprethL
implkementation of GAMs and the SHAP Python package. We
conduct a contextual inguiry (K=11) and a survey {N=197) of
data scientists o observe how they use interpretability tools
o uncaover commion issues that arise when building and eval-
wating ML models, Owr results indicaie that data scientists
over-trnust and misuse inierpretability tools. Furthermaone, few
of our participants were able to accurately describe the visual-
izations ouinut by these tools. We hichlicht oualitative themes

These developments create countless opporunities for impact,
but with these opponunities come new challenges. ML models
have boen found to amplify socictal biases in datasets and dead
townfair owtcomes [4, 9, 29]. When ML models ave the po-
iential to affect people's lives, it is critical that their developers
are able w0 understand and justify their behavior, More gener-
ally, data scientists and machine leaming practitioners canmot
debug their models if they do not understand their behavior,
Yet the behavior of comple x ML models like deep neural net-
waorks and random forests is notoriously difficult to und erstand.

Faced with these challenges, the ML community has immed
its attention tothe design of echniques aimed at inrerprefalil-
in! [14, 39]. These technigues generally take one of two
approaches. First, there are ML madels that are designod
to be inherently interpretable, often dwe to their simplicity,
such as point systems [25, 68] or generalized additive models
{GAMs) [10]. Second, there are tochnigues that provide post-

http://www.jennwv.com/papers/interp-ds.pdf

39



| |pO3padYHOe Xyxe

Manipulating and Measuring Model Interpretability

With machine learning models being increasingly used to aid decision making even in high-stakes domains,
there has been a growing interest in developing interpretable models. Although many supposedly interpretable
models have been proposed, there have been relatively few experimental studies investigating whether these
models achieve their intended effects, such as making people more closely follow a model’s predictions when
it is beneficial for them to do so or enabling them to detect when a model has made a mistake. We present a
sequence of pre-registered experiments (N = 3, 800) in which we showed participants functionally identical
models that varied only in two factors commonly thought to make machine learning models more or less
interpretable: the number of features and the transparency of the model (i.e., whether the model internals are
clear or black box). Predictably, participants who saw a clear model with few features could better simulate
the model’s predictions. However, we did not find that participants more closely followed its predictions.
Furthermore, showing participants a clear model meant that they were less able to detect and correct for the
model’s sizable mistakes, seemingly due to information overload. These counterintuitive findings emphasize
the importance of testing over intuition when developing interpretable models.

https://arxiv.org/pdf/1802.07810.pdf


https://arxiv.org/pdf/1802.07810.pdf

B

* NHTepnpeTaunsa smbenanHros

- Projector
- 'pah 6m3ocTn 3TaNOHOB

* [ padpoBbLIEe MOOENU

* TpaHcopMepbl U BHUMaHNE

* Tononornmyeckme ML-mooenwu
 Causal Inference

* Reinforcement Learning


https://projector.tensorflow.org/
https://www.youtube.com/watch?v=lt5CsvU6ufw

SNTO OeflaTh

* He nponyckaTb 3Tan EDA
* PaspabaTbiBaTb MHCTPYMEHTbI
- EcTb napa naoen ona gunaomMmHom paboThl
* YYNTbLCA MHTepnpeTupoBaTb Moaenn
- Kypc o1 ODS.AI, cTapTyeT B oKTHAbOpe
 lyMmaTb, 4TO Ogenlaellb



Cnangbl TyT [} dkolodezev

€) promsoft

¥ dkolodezev

5 d_key

L3 dmitry_kolodezev

https://kolodezev.ru/download/interpretable20210923.pdf
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